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AGENT MATURITY CURVE IS STILL IN EARLY DAYS

Copilots
AI assists human workflows 
but the human still performs 

the task

Task Agents
AI executes discrete tasks 

end-to-end with human 
oversight

Workflow
Agents

AI orchestrates multi-step 
business processes across 

systems

Autonomous
AI independently performs 
complex knowledge work 

with minimal oversight

Independent runtime:
Seconds

Independent runtime:
Minutes

Independent runtime:
Hours

Independent runtime:
Days

Source: Redpoint



THE PROBLEM

Enterprise AI doesn't fail on the model — frontier LLMs arrive every few months, cheaper and better. It doesn't 
fail on the harness either: tools, orchestration, evaluation and guardrails have matured. It fails because 
meaning was never written down.

TARGET_STAT = 'D'

Means "deprioritised after the portfolio 
review", not "discontinued". The target 
tracking system knows. The program 
lead knows. The agent does not.

"Hit"

Defined one way by high-throughput 
screening and another by medicinal 
chemistry. Both are correct inside their 
own project.

One compound, six names

An internal code, a preferred name, an 
INN and three vendor identifiers across 
ELN, LIMS, registry and safety database.

It's in the application code. It's in the analyst's head. It's nowhere the agent can read.

Your agent has the best model available and still 
doesn't understand your business.



THE PROBLEM

Building meaning into each agent creates 
copies. Copies drift.

A definition in the prompt

A custom tool in an MCP server

A retrieval pipeline that fetches 
context

The demo is great. But notice what 
happened: portions of meaning now live 
inside each agent.

10
agents means ten private 
copies of the enterprise.
"Hit" gets redefined in one team's MCP server this 
quarter, in another team's prompt next quarter, and 
never in a third team's agent.

Nothing breaks loudly. No alarm 
goes off.

Piling more logic and more context 
into each agent is exactly backward. 
Every addition is one more copy to 
keep in sync.



THE PROBLEM

A bigger context window did not buy you 
retrieval accuracy.

Context windows have grown by orders of 
magnitude. Retrieval accuracy has not followed.

The knowledge layer is larger than any context window to 
begin with — and enterprise knowledge is dynamic. 
Definitions change, sources shift, memory accrues. A 
cached copy is both incomplete and stale.

80%
more truthful agents with GraphRAG — independent 
research, published at neo4j.com/whitepapers



TWO SIDES OF NEO4J

DATA STORE

Neo4j Graph Database
The Life Science's Connected Data

● Stores the network itself: Genes, Proteins, 
Patents and multi-omics, connected

● Traverses relationships in real time, for 
transactional and analytical workloads, at 
enterprise scale

● Runs in production today across target 
identification, competitive intelligence and 
supply chain and more

The database connects the data.

TODAY'S FOCUS

Neo4j Context Engine
The Life Science Mental Map

● Captures how the business works: process, 
people, meaning, data and tools, in one 
governed model

● Delivers the right context to every agent at 
runtime, within its permissions

● Traces every decision, and learns from every 
confirmed one

The Context Engine connects the business.



TRUST
THREE MODES OF AUTONOMY



Autonomy is earned, not granted.
ONE APPROVED PATH

approved branches only

Guided
Attaches at the start of one approved process and cannot deviate. It may

take approved branches, but it runs one journey, end to end, and stops.

APPROVED The whole path, curated and validated by the people who know the

systems

TRUST Run over the shoulder first: people watch it work in real time, trace by

trace

EXAMPLE Define disease area and unmet need

APPROVED BUILDING BLOCKS, CHOSEN AND CHAINED

Patient Journey

Target Identification

Competitive Landscape

Reference data1

2

Orchestrated
Given a business problem, it may choose, reorder and chain approved

processes. Every process it starts, it must finish: no half processes.

APPROVED Every building block; the sequence is the agent's choice

TRUST Each chained process carries its own trace and approval points

EXAMPLE Identify biological target and explore the competitive landscape

GUARDRAILS, NOT A ROUTE

Certified tool Ad hoc SQL

New flow
human review

Autonomous
Given a problem, it solves it however it sees fit: approved processes where

they fit, new flows where they don't.

APPROVED The guardrails, not the route

TRUST Reliability, security guardrail, human review of new flows

EXAMPLE An open data question: the agent chose the certified tool over ad hoc

SQL, and explained why

TRUST: THREE MODES OF AUTONOMY

INCREASED AGENTIC FREEDOM



ADOPTION
MATURITY CURVE for Pharma & Life Sciences



MATURITY CURVE

Rule-based alerts, disconnected data.

01

Rules and silos

02

Connected

03

Agent first pass,
human decides

04

Autonomous,
within guardrails 01

↑  INVESTIGATOR TIME ON JUDGEMENT

CONTEXT CAPTURED  →

STAGE 01

Rules and silos
+ Where most Pharma  start

Rules fire alerts on single transactions, in isolation

Data sits in silos; investigators stitch the picture together by hand

80%+ false positives; every alert read raw by a person

THE VISION 01 RULES AND SILOS 02 CONNECTED 03 AGENT FIRST PASS, HUMAN DECIDES 04 AUTONOMOUS, WITHIN GUARDRAILS



MATURITY CURVE

A connected world.

01

Rules and silos

02

Connected

03

Agent first pass,
human decides

04

Autonomous,
within guardrails

↑  INVESTIGATOR TIME ON JUDGEMENT

02

CONTEXT CAPTURED  →

STAGE 02

Connected
Neo4j database

The network represented as a graph: targets, pathways, patents, competitors and 

clinical trials connected

Investigators see relationships, not rows, and explore them in Neo4j

No agents yet, but a step change in investigator productivity

THE VISION 01 RULES AND SILOS 02 CONNECTED 03 AGENT FIRST PASS, HUMAN DECIDES 04 AUTONOMOUS, WITHIN GUARDRAILS



MATURITY CURVE

A connected world.

01

Rules and silos

02

Connected

03

Agent first pass,
human decides

04

Autonomous,
within guardrails

↑  INVESTIGATOR TIME ON JUDGEMENT

CONTEXT CAPTURED  →

THE VISION 01 RULES AND SILOS 02 CONNECTED 03 AGENT FIRST PASS, HUMAN DECIDES 04 AUTONOMOUS, WITHIN GUARDRAILS

1

2

3



MATURITY CURVE

Agents take the first line.

01

Rules and silos

02

Connected

03

Agent first pass,
human decides

0304

Autonomous,
within guardrails

↑  INVESTIGATOR TIME ON JUDGEMENT

CONTEXT CAPTURED  →

STAGE 03

Agent first pass, human decides
+ Stage two + the Context Engine

The agent takes the first pass: investigates a target, runs the queries, builds the visualisations,

writes a synopsis

The analyst receives a prepared case file, not a blank screen, and makes the call

What the analyst does beyond the agent feeds the learning loop

Guided and orchestrated modes: the company sets the freedom

THE VISION 01 RULES AND SILOS 02 CONNECTED 03 AGENT FIRST PASS, HUMAN DECIDES 04 AUTONOMOUS, WITHIN GUARDRAILS



MATURITY CURVE

Agents run the investigation.

01

Rules and silos

02

Connected

03

Agent first pass,
human decides

0404

Autonomous,
within guardrails

↑  INVESTIGATOR TIME ON JUDGEMENT

CONTEXT CAPTURED  →

STAGE 04

Autonomous, within guardrails
+ Every stage + the company's own process and case record

Agents investigate end to end, in autonomous mode, earned through stage three

The company’s own process and portfolio history are the guardrails

Investigators get the complex work back: their time goes to the cases that need judgement

THE VISION 01 RULES AND SILOS 02 CONNECTED 03 AGENT FIRST PASS, HUMAN DECIDES 04 AUTONOMOUS, WITHIN GUARDRAILS



SIX LAYERS

L1 Process, people and organisation
Process · Activity · Task · Decision · Rule · Organization

L2 Domain ontology
Concept · Attribute · Relationship · Taxonomy

L3 Data products
DataProduct · Dataset · Metric · Contract

L4 Physical Systems
System · Database · Table · Column · API · File

L5 Tools & Integration
Application · Tool · API · Function

L6 Agent traceability and memory
Agent · Execution · ToolCall · Outcome · Feedback · Experience

Context Engine · Platform architecture

"Why and what we do"

"What the data means"

"What you use" · conditional

"Where it lives"

"How agents call it"

"Who uses it and learns"



LAYER 01



LAYER 01



LAYER 02



LAYER 02



LAYER 03+04



LAYER 05



LAYER 06



THE SIX LAYERS

Every layer already runs in Production.
Now they need to run as one.

LAYER FINANCIAL SERVICES TECHNOLOGY AND CLOUD MANUFACTURING LIFE SCIENCES PUBLIC SECTOR
AI AND AGENT

FRAMEWORKS

01 Process, people and organisation
What the business does and who is accountable

Large US bank

Global 500 investment bank
Leading cloud provider Boston Scientific Caterpillar AstraZeneca Novartis US Army

02 Domain ontology
How the business defines its concepts and rules

Large European bank

03 Data products
Consumption-ready datasets for an outcome

Tier 1 UK bank · live UBS

04 Physical systems
Tables, columns, feeds and lineage

Tier 1 UK bank · live UBS Leading cloud provider

05 Tools and integration
MCP endpoints agents call to act

Tier 1 UK bank · live

06 Agent traceability and memory
Traces, evaluation, memory and feedback

Graphiti (Zep) Cognee

TIER 1 UK BANK, LAYERS 3 TO 5 LIVE 98% retrieval accuracy 0% false positives 60% lower token cost 30% faster response across a 250-question benchmark

AstraZeneca Bayer J&J

Merck 2x Fortune 100 US Pharma

Syngenta

DZD



24

98%
Retrieval Accuracy

0%
False Positives

60%
Reduced Token Cost

30%
Decrease in Response Time

PROVEN IMPACT: TIER 1 UK BANK



Thanks!

See you at booth 216


